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Executive Summary
Application modernization is one of the most talked 
about topics in IT today. The reason why can be 
summarized in another popular tech term: Cloud. It 
seems just about every organization is looking to move 
at least some of its workloads to a cloud environment 
and take advantage of a variety of cloud-native tools in 
the process, such as containers and orchestration.

YET, NOT EVERY LEGACY APPLICATION —NOR 
EVERY TEAM OR ORGANIZATION—IS QUITE 
READY FOR PRIMETIME IN THE CLOUD. 

Application modernization allows teams to take 
monolithic apps and make them more suitable, if not 
optimal, for running in a cloud.

That’s not to be confused with migration. You’ll 
commonly hear software professionals and vendors 
refer to application migration, which these days 
typically means migrating an application from an on-
premises datacenter, a colocation facility or similar, to 
a public cloud platform. This is the actual work involved 
in moving an application, and often its dependencies, 
from that traditional infrastructure to a cloud 
environment. Two commonly cited approaches for 
cloud migration include “lift-and-shift’ and “refactoring.” 

Lift-and-shift is a lot like how it sounds: You essentially 
take the existing application or service and move it 
to a new environment, with minimal changes to its 
code. Refactoring, on the other hand, requires making 
significant changes to the application’s code and/or 
architecture, often including breaking up that monolith 
into smaller, isolated components that work together to 
form the whole solution, also known as microservices.

However, cloud-friendly technologies like Docker 
containers may make it relatively easy to package up a 
monolith and move it to a cloud, but that doesn’t mean 
you’ve actually modernized the underlying architecture, 
code, or dependencies. Even when you refactor or split 
up that monolith, it’s not guaranteed to simplify your 
operations. This becomes particularly apparent when 
teams start running a bunch of production services in 
containers, then turn to an orchestration platform—
Kubernetes has become the household name in 

container orchestrators—and find out the hard way that 
their application(s), processes, and even their people 
aren’t well-suited for this kind of complexity.

IF YOU JUST TAKE A MONOLITHIC MESS 
AND SPLIT IT INTO SMALLER PIECES TO 
RUN IN A DISTRIBUTED MICROSERVICES 
ARCHITECTURE, WITHOUT FIRST DOING 
YOUR DUE DILIGENCE, ALL YOU’VE REALLY 
DONE IS CREATE A DISTRIBUTED MESS. 

But, it’s actually worse than that. The distributed 
mess will probably be an order of magnitude more 
complicated to manage than the monolith that 
preceded it.

This doesn’t mean you should avoid cloud and cloud-
native technologies like Kubernetes, nor should you 
shun modern architectures like microservices. Rather, 
it’s encouragement to do your homework, especially 
when it comes to updating your existing software 
portfolio. Some applications and teams are better 
fits for containerized microservices and Kubernetes 
orchestration than others. It’s not an all-or-nothing 
choice, either, nor does it need to be an all-out sprint to 
the finish line. However, we commonly see companies 
that ignore this and try adopting the latest technology 
or way of doing things without properly evaluating if it’s 
right for them.

YOU CAN AND SHOULD TAKE A SENSIBLE, 
PHASED APPROACH TO APPLICATION 
MODERNIZATION. MOREOVER, THE FINISH 
LINE IS NOT ALWAYS RUNNING DISTRIBUTED 
SYSTEMS WITH A CONTAINER MANAGEMENT 
TOOL LIKE KUBERNETES. 
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The Starting Line: Well-aligned Business 
Goals and 12-factor Compliance

We mentioned popular tech terms like cloud and 
application modernization at the beginning of 
this whitepaper. You can also count cloud-native, 
containers, microservices, and Kubernetes as part  
of the “in” crowd. 

The high level of interest in these concepts does 
correlate to a significant shift toward more modern 
ways of developing and operating software and 
its underlying infrastructure. But sometimes the 
hype around these terms becomes so loud that it 
puts unrealistic and unfair pressure on CIOs and 
CTOs—not to mention their development, operations, 
and security teams—to rush toward new tools and 
paradigms without sufficient analysis.

Containers and distributed architectures (e.g. 
microservices) are not for everyone, but there’s 
enough buzz out there to lead you to believe 
otherwise. They can be a great fit for some workloads 
and organizations, but you need to ensure there’s 
a strong connection between your business goals 
and whether there are relevant use cases that you 
can clearly connect to those goals. Companies 
that shortchange, or skip altogether, this strategic 
analysis phase often end up doing more harm   
than good. 

CONSIDER THIS STEP ONE, THEN: WHAT 
BUSINESS GOALS WILL A SHIFT TO FINE-
GRAINED SERVICES (AKA MICROSERVICES) 
RUNNING IN CONTAINERS SUPPORT? IF YOU 
CAN’T ANSWER THAT QUESTION, THIS IS 
AN EARLY WARNING SIGN THAT YOU MIGHT 
BE CHASING THE CLOUD-NATIVE TREND 
SIMPLY BECAUSE IT’S A TREND. 

Instead, your application modernization strategy 
should be guided by a clear sense of how a technical 
choice—such as the choice to adopt containers 
and an orchestration tool like Kubernetes—will 
solve problems or move the organization toward a 
particular goal.

In this whitepaper, we’ll describe four stages of the journey to containerized microservices and Kubernetes. But it’s 
important to note that some workloads may be better served by a different architecture and/or environment. The 
finish line, in that case, would land in one of the earlier phases, and that’s perfectly fine. 

Let’s first look at the foundation that needs to be in place for Kubernetes and distributed architectures like 
microservices to start to make sense as goals.
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Evaluating Your Technical Readiness 
for Distributed Systems

From a technical standpoint, another important 
starting point is to evaluate your existing applications 
for their cloud readiness and especially for their  
fit with cloud-native technologies like containers  
and Kubernetes.

A good framework for doing this is to take stock of 
your applications by evaluating their compliance with 
12-factor methodology. This is a set of 12 principles 
for building modern applications, in particular web  
or SaaS apps.

If you have a large number of services that are 
12-factor compliant, containers and Kubernetes, 
or another container management framework will 
probably be a great fit for you. This is because 
Kubernetes is both a resource manager and a 
scheduler—it helps optimize how your services 
consume resources such as compute, which also 
boosts resiliency by effectively deciding what runs 
where and when in a manner that allows for fault 
tolerance. You need to have a large number of 
container-izable services (i.e., services that adhere  
to the 12-factor principles) to get the maximum 
benefit relative to the cost and complexity of adopting 
a platform like Kubernetes. Cloud providers have 
made this easier, but it’s not free, and there is still 
some hands-on management required.

If you have few or no 12-factor compliant apps,   
that’s OK, but it’s a sign that there’s more learning 
and work to do before jumping into containerization 
and orchestration. 

Similarly, you need to take an honest look at 
your organization to determine whether it has the 
necessary technical skills to develop a distributed 
system and scale and operate it over time. If your 
conclusion is “I don’t know,” “no,” “maybe,” or some 
variation of those responses, then you may need to 
pause and revisit whether you’re ready to take on the 
complexity and operational overhead of containerized 
microservices and Kubernetes.

NEXT, WE’LL DESCRIBE FOUR PHASES OF 
A PATH TO CONTAINERS, MICROSERVICES, 
AND KUBERNETES. 

Depending on your initial self-evaluation, you might 
already be at a later stage. Or, if you’ve determined 
that your existing apps aren’t 12-factor ready, or 
your team is stretched thin or doesn’t have skills in 
distributed systems, then you’ll want to focus on the 
earliest stage.
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A Four-Stage Path to Containers 
and Kubernetes

Most organizations will have a smoother journey to the cloud and cloud-native development if they take a phased 
approach over time. Too many organizations try to skip one or more of these phases, or rush through them, with 
poor results. For example, you don’t want to try to go from highly manual deploys—where developers are putting a 
.zip file on a file-sharing server with a text file of instructions on how to deploy something, and handing that off to 
operations—to Kubernetes. You need to work progressively through some important prerequisites, such as learning 
how to do automated deploys, first.

And as we mentioned above, we often see companies and applications that are better off taking a shorter journey, 
meaning, you don’t need to move everything to containers or a microservices architecture, which would likely also 
mean you don’t need orchestration. Those earlier stages can still bring about a lot of benefits, and they still set the 
stage for a move to containers and Kubernetes if the business case arises later down the road.

 PHASE 1

“CRAWL”
This first phase is where many organizations still 
exist today, at least with some of their applications 
and infrastructure. In the “crawl” stage, you’re 
likely running monolithic applications on static 
infrastructure, such as a static number of VMs.

The beauty of adopting the principles of the 12-factor 
application is that you can benefit from them even if 
you decide to continue running on plain VMs. Some 
internal cost-benefit analysis is required to determine 
whether the work involved in changing, or refactoring, 
legacy code to make it 12-factor compliant will be 
worth it. There may be some cases where you’ll 
decide that there isn’t a significant ROI, such as 
with a little-used service. But otherwise, adopting 
12-factor methodology for application development 
is really the starting point for reaching any of the 
next phases on the path to containerization and 
orchestration, and it can lead to improvements in 
your deployments and resiliency even if you don’t 
ultimately containerize the application. There can 
also be some benefit even if your application only 
adheres to some, rather than all, of the 12 principles.

 PHASE 2

“WALK”
One of the big advantages of the 12-factor 
methodology is that it will enable the power of 
dynamic autoscaling for your services, which is a 
critical capability for being able to run effectively in 
containers with an orchestration tool like Kubernetes. 
That’s because your app(s) will need to be able 
to stop and start, be moved, and so on without 
everything breaking; you can’t have a bunch of static 
characteristics, such as static IP addresses. That’s 
where dynamic auto-scaling comes in. Think of this 
as the “walk” phase: building that capability as a 
result of adopting 12-factor development, even if you 
end up deciding that traditional VMs are perfectly fine 
for particular workloads.

This is also an example of something you can 
attain with only some of the 12-factor principles, 
such as not storing state on the web server, as well 
as implementing round-robin (versus static) load 
balancing, log shipping, and automated deployments 
and configurations. That will help enable autoscaling 
as an option for your application. In this sense, 
dynamic autoscaling becomes a bridge between 
running on static infrastructure to running fully 
containerized applications. You could even think of 
this as “container lite,” because you’re packing as 
much as possible into the VM image, just not yet 
using a container engine like Docker.
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 PHASE 3

“RUN”
We think of this stage as that tipping point where 
an organization is ready to begin running many 
applications or services in containers, which in turn 
creates the need for the orchestration capabilities of 
Kubernetes or one of the alternatives. If you’re only 
going to run an application or two in containers, there 
might be a hybrid or “in-between” mode to explore 
that sort of straddling the line between “Walk” and 
“Run.” In this case, the cost and effort of implementing 
Kubernetes may not be worth it. While there’s not a 
magic number, the business and ROI case becomes 
much clearer when you have many applications ready 
to run in containers and when you’re ready to make 
an organization-wide commitment to running them on 
a platform like Kubernetes.

A lot of the work you did in the previous stage, such 
as increasing your automation and immutability, still 
applies to actual containerization. The bigger leap 
here is selecting what orchestration tool you want 
to use, whether that’s Kubernetes or otherwise, and 
then building out and understanding that environment 
so you can manage it effectively. You can then start 
building out the deployment descriptors so you 
can deploy into those environments. Essentially, 
this becomes more of an infrastructure build-out, 
whereas the previous stage was focused more on 
the application. And it’s a necessary one, because 
it’s next-to-impossible to sustainably run containers 
at scale without some form of orchestration to keep 
things manageable.

That said, containers and orchestration lend 
themselves very well to microservices, which is why 
they’re often brought up together. In this phase, 
more serious development and architecture skills 
are required, because there’s a lot to consider in 
terms of how to best split up a whole solution, such 
as an e-commerce store, into smaller pieces, such 
as an order. One thing to keep in mind here is that, 
depending on the overall application, it’s not always 
the best choice to split things into the smallest 
possible services. 

For example, you want to decouple microservices 
as much as possible. If you architect the solution in 
such a way that lots of data—an order ID, for instance 
—has to pass between services, you’re actually 
introducing tighter coupling between those services. 
This is another example of the “distributed mess” we 
mentioned earlier. Suddenly, you’ve added failure 
points, network latency, and other issues that didn’t 
exist in the monolithic approach.

The emphasis here should be on building the correct 
services and service boundaries so they’re largely 
autonomous and have very few interactions. This 
is where those architecture and development skills 
come into play. There’s serious planning involved 
here in terms of building distributed systems in 
a smart way. For example, often times it’s not 
something like an order that’s a logical boundary, 
but something like a business function boundary. 
We don’t need to pass all of the order around 
between services, but just this bit. Otherwise, you 
might just be building a distributed monolith that 
requires lockstep deployment (e.g. Service A can’t 
be deployed until Service B is in place, which in turn 
depends on Services C, D, E, etc.)

Not every organization needs to try to tackle this 
phase. It could be that reaching the “run” or even 
“walk” stage is absolutely the right choice, one that 
will help achieve the business’ goals without adding 
unnecessary complexity or introducing new problems 
that didn’t exist previously.

 PHASE 4

“FLY”
This final phase is where teams move to fully 
distributed systems based on microservices 
architecture and running them in containers with  
a platform like Kubernetes.

It’s important to note that there exists a misperception 
that you can only containerize microservices, which 
isn’t true. You can run a monolith in a container and 
orchestrate it with a tool like Kubernetes. This is to 
say that distributed systems aren’t for everyone, and 
that you can be “finished” at the previous phase.
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People and Culture Matter

This is not merely a technical journey. Often, 
companies that fly too close to the sun—or even walk 
or run near it, for that matter—are those that not only 
lack the requisite technical characteristics in their 
applications and infrastructure, but also in the team 
and its culture. In fact, broken processes and culture 
are often a reason why some companies rush too 
quickly toward a newer technology like Kubernetes. 
They hope it will solve all the problems, from broken 
processes to finger-pointing culture and more.

Just as a legacy application might not mesh well with 
the microservices approach, so too can traditional 
IT organizations and cultures cause issues, and 
containers and orchestration won’t fix those for you. 
There are some important characteristics of software 
teams that will likely rise to the challenges brought 
about by microservices and Kubernetes. The good 
thing here is that these can all be developed over 
time if they’re missing in your organization today. 
Teams that do well with cloud-native technologies 
and those who are realizing the value of distributed 
systems tend to have the following attributes:

   THEY’VE EMBRACED AGILE METHODOLOGY 
AND/OR DEVOPS CULTURE. 

 These teams have moved away from brittle, highly 
manual approaches to software development 
and operations. This could mean they apply the 
Agile methodology, which was first elucidated 
in the Agile Manifesto and has spawned a 
variety of offshoots. It could also mean they’ve 
built a DevOps or DevSecOps culture that favors 
collaboration, iteration, and speed over functional 
silos and “throwing the code over the wall” to the 
next person or team in the development pipeline.

   THEY HAVE “T-SHAPED” SKILL SETS. 
 These teams are often made up of individuals with 

a broader mix of relevant skills, rather than hyper-
specialized skills that create or reinforce silos 
between different job roles or groups.

   THEY AUTOMATE AS MUCH OF THEIR 
SOFTWARE DELIVERY LIFECYCLE AS POSSIBLE

 They also support speed and agile—and solve the 
operational complexity that comes with modern 
approaches to development and infrastructure—by 
eliminating as many of the manual, repetitive tasks 
or processes they can. In some organizations, 
this means adopting CI/CD. In general, it means a 
philosophical and practical adoption of automation 
as a means of solving business and technical 
challenges.

   THEY HAVE AN ORGANIZATIONAL 
COMMITMENT TO LEARNING.  

 These teams have a mindset of continuous 
improvement and rarely treat things as “done.” 
They embrace opportunities to learn on the job 
and are given the time and resources to do so by 
executive management. They don’t say things like 
“Well, we’re a ‘Vendor X’ shop, so we can’t do ‘Y.’” 
Moreover, they have an interest in learning how 
other teams and companies do things.

   THEY HAVE FULL BUY-IN FROM MANAGEMENT.  
 While things like DevOps culture often begin with 

a “bottom-up” commitment before gaining top-
down support, the importance of the latter can’t 
be overstated. Companies that try to move to 
distributed systems without a serious commitment 
for the C suite are more likely to run into problems.
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The Bottom Line
Use the appropriate technology and architecture for your 
business. Don’t let external pressure or hype push you 
into a technical strategy that isn’t right for your goals 
and available resources. It may be that containerized 
microservices with Kubernetes isn’t the right target for you. 
When you pose the question—“Should we break this up into 
microservices?”—the answer is not “yes” by default. It’s OK 
if the answer is “no” or “not now.” You’ve probably heard 
the expression, “when all you have is a hammer, everything 
starts to look like a nail.” The same principle applies here. 
Use the right tool for the job. Some workloads will still run 
better in traditional architecture and infrastructure, and they 
can still benefit from some of the changes you’ll make in the 
earlier phases of this journey, such as applying 12-factor 
principles to your development.


